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1. Suplemental Information

1.1. Additional Architecture Information

Figure 1 provides a diagram of several of the stages used to constructT .

Figure 1. An overview of pre-processing and running of MTAP

1.2. Data Generation Methods

Varying upstream length allows us to explore the trade off between detecting long range interactions (for largen) and
high prediction accuracy (smalln). MTAP contains two methods for generating upstream sequences as shown in Figure 2.
'Completely-realistic' data generation is best suited to problems that generates gene lists. 'Semi-realistic' data generation is
best suited to problems that generate a set of sequences.

The �le structure tree is generated by the run creator. An illistrative example of this tree is shown in Figure 3.

1.3. Architecture dependencies

Currently, MTAP includes pipelines for AlignACE [5], ANN-Spec [15], Bioprospector [7], Elph [14], Gibbs [6], Glam
[4], MEME [1], MotifSampler [13], PhyloGibbs [10], PhyME [11], Weeder [8], and YMF [12]. The selection process was
done to maximize the diversity of scoring functions and methods included in MTAP. Tools were also selected on the basis of
if they could be run on a Linux cluster. Tools that are not yet included can be incorporated via our open source framework.
Installation of a tool pipeline requires that it pass our unit testing suite that veri�es installation of every stage in the pipeline
for each architecture and kernel in our cluster. MTAP and theintegrated tools are programmed in Perl, Java, Python and
C/C++ using BioPerl, BioPython, BioJava, and around one hundred other scienti�c and GNU libraries as dependencies.
MTAP uses automated setup scripts to rapidly setup MTAP dependencies on new nodes in the cluster.



Figure 2. Demonstration of two different methods for obtain ing the sequence n bases surrounding
the known regulatory binding site. In the �gure 'cr' refers t o completely realistic generation where we
�nd the closest CDS location in the genome and extract n bases upstream from that CDS, 'sr' refers
to extracting n=2 bases upstream and downstream of the center of the binding si te. The known motif
'black�le' sequence is represented by a black line over the b inding site k that refers to the region
that is bound by the transcription factor. The red regions in the diagram illustrate the actual binding
positions known for motif k for those residues that interact with the regulatory protei n directly.

Figure 3. An example directory structure from MTAP

1.4. Evaluation and scoring

To evaluate a set of motif prediction fromM i , MTAP uses nucleotide level statistics from gene prediction as follows:

nTP: Number of nucleotide positions in both known sites and predicted sites.

nFN: Number of nucleotide positions in known sites but not in predicted sites.

nFP: Number of nucleotide positions not in known sites but in predicted sites.

nTN: Number of nucleotide positions neither in known sites or predicted sites.

A known nucleotide position is a position marked byK k on Gr . A predicted nucleotide position is a position marked
by M i on Gr . Following Tompaet al., we de�ne a site to be a contiguous set of bases representing abinding position in
G. A site prediction is a true positive if the number of bases overlapping the known binding site exceeds some threshold�
(currently set at 25% following Tompaet al.). We use the same de�ntion of Sandveet al. [9] for sT N . The site level statistics
are:

sTP: Number of known sites overlapped by predicted sites.

sFN: Number of known sites not overlapped by predicted sites.

sFP: Number of predicted sites not overlapped by known sites.

sTN: Sites not overlapped by predicted or known sites.

From the nucleotide level and site level statistics, we de�ne sensitivity asxSN = xT P
xT P + xF N and speci�city asxSP =

nT N
xT N + xF P . We also compute each of the statistics introduced by Tompaet al.and store these results in �at �les for each test
Tl . Users can parse the �at �les and interpret the data as they see �t.

In this paper, we have chosen a modi�ed receiver operating characteristic (ROC) curve to combine statistics from multiple
runs because this method is widely regarded as the best way ofevaluating algorithm performance in the machine learning



community [3]. A ROC curve represents the sensitivity versus speci�city trade off of an algorithm over different algorithm
parameters (in our case over all instances ofT). We use the following algorithm to produce a ROC curve over aset of motifs:

for each motif in the dataset:
input xTP, xFP, nFN, nTN, sTP, sFP, sFN
P<-calculate xSP and xSN for this motif

for all motifs in the dataset:
totalSP = sum(xSP)
totalSN = sum(xSN)

sort(P.xSN)
for all ties in P.xSN; sort(P.xSP)
for i in P:

plot(xSN/totalSN,xSP/totalSP)

This results in a curve that will travel straight up and then to the right if all motifs in the dataset are predicted correctly.
The curve will travel straight to the right and then up if veryfew of the motifs are predicted correctly. Finally, if the tool
predicts sites correctly as often as it predicts sites incorrectly, a line along the diagonal of the ROC graph will be plotted.
However, unlike machine learning algorithms where such a graph is often no better than a random classi�cation of sites;
in this graph there is some value in graphs along the diagonalbecause we only allow 3 site predictions to be placed on the
scaffold. This means that an algorithm is bounded in the number of predictions it can produce. Accepting 3-5 sites in an
upstream region makes sense because motif databases currently contain many religions where 3-5 sites exist. However itis
important to threshold the number of allowed predictions sothat algorithms are not allowed to �ll the region with spurious
hits. The end result is that algorithms with diagonal performance produce a testable set of candidate motifs and are still
useful. We can grade algorithms based on the area under the ROC curve (AUC). A higher AUC indicates a better algorithm
over the dataset. However, algorithms with lower AUC can notbe discounted because they may perform better on a subset
of the motifs in the dataset or there may be some unknown motifs that they predict with more sensitivity/speci�city.

2. Suplemental Results

To illustrate the impact of the size ofTl , we used MTAP to extract 500bp and 200bp upstream regions from motifs found
in RegulonDB and ran pipelines for Weeder, Ann-Spec, Glam and Elph. Ann-Spec, Glam, and Elph did not appear to show
any corellation between size ofTl and prediction performance (data not shown). We believe that this indicates a problem
with these classi�cation algorithms over the datasets and not to variation in the size ofTl . It could be that these algorithms
only classify certain subclasses of regulatory binding pro�les accurately. Weeder, on the other hand, predicts transcription
factor binding sites more consistently over this dataset. There does exist some variability in sensitivity and speci�city due to
the size ofTl . To demonstrate this point, we calculated sensitivity and speci�city over the 10 largest and smallest upstream
�les at 200bp and 500bp, respectively (Figures 4 and 5) We believe that this data shows that Weeder nucleotide speci�city
is not greatly impaired by the size of the dataset in these tests. However, we do see a marked decrease in sensitivity both at
the nucleotide and site level given larger datasets. The largest dataset has an average sSp of0:41 while the smallest dataset
has a average sSp0:58– a substantial difference. While nSn increases as a trend from smaller to larger tests, the predicted
window size is on average much smaller than the motif size resulting in many missed predicted nucleotides. Weeder predicts
individual transcription factor binding locations can be detected fairly well up to 33066bp over this dataset. Increasing the
dataset size further precipitates a steady drop in sensitivity until predictions are no longer useful.

Figure 6 shows a performance graph for yeast, �y, mouse, and human, combined. At the nucleotide level, performance of
these 4 tools currently leaves much to be desired. At the sitelevel, tool performance (especially for Weeder) is acceptable for
some applications.

In our �nal case study, we wanted to determine if performancecan be improved if upstream regions from orthologous
strains are also added to the test. We used the Sigma B regulonfound inStaphylococcus aureusas a test case. The motif for
this sigma factor is dif�cult to recoverde novowith current algorithms. Phylogenetic footprinting was used to recover the
motif and was compared to the same test using only one genome.MTAP used RSD to collect orthalogs for each co-expressed
gene found fromStaphylococcus aureusMW2 [2]. Staphylococcus aureusCOL was used as the additional genome in the
phylogenetic runs. Upstream length was set to 250bp. Figure7 shows that a partial overlap of the Sigma B motif is recovered
by both Gibbs and ELPH using phylogenetic footprinting, butnot without footprinting. AlignACE did not improve under



10 Smallest Motif Datasets

Size nSn nSp sSp
1503 0.35 0.81 0.5
1503 0.12 0.92 0.33
1503 0.26 0.82 0.67
1503 0.24 0.79 0.5
1503 0.34 0.81 0.67
1503 0.23 0.61 0.67
2004 0.32 0.62 0.73
2004 0.14 0.72 0.5
2004 0.31 0.78 0.5
2004 0.19 0.74 0.5
Avg: 0.25 0.76 0.56

10 Largest Motif Datasets

Size nSn nSp sSp
7515 0.1 0.79 0.31
8016 0.4 0.84 0.75
10521 0.34 0.73 0.54
14028 0.25 0.91 0.44
16533 0.18 0.89 0.34
17535 0.15 0.87 0.48
19038 0.11 0.92 0.24
22044 0.1 0.87 0.29
33066 0.13 0.83 0.43
63126 0.09 0.93 0.28
Avg: 0.18 0.86 0.41

Figure 4. Sensitivity and speci�city for the 10 largest and s mallest datasets from a Weeder run over
all of RegulonDB at 500bp

10 Smallest Motif Datasets

Size nSn nSp sSp
603 0.27 0.65 0.5
603 0.4 0.76 1
603 0.06 0.91 0.33
603 0.06 0.79 0.14
603 0.19 0.85 0.5
603 0.18 0.81 0.33
804 0.47 0.66 0.88
804 0.27 0.84 0.57
804 0.08 0.88 1
804 0.25 0.86 0.5
Avg: 0.22 0.80 0.58

10 Largest Motif Datasets

Size nSn nSp sSp
3015 0.3 0.67 0.65
3216 0.47 0.84 0.81
4221 0.43 0.87 0.64
5628 0.31 0.82 0.61
6633 0.24 0.81 0.46
7035 0.28 0.78 0.82
7638 0.25 0.77 0.54
8844 0.42 0.74 0.72
13266 0.15 0.89 0.37
25326 0.16 0.91 0.42
Avg: 0.30 0.81 0.60

Figure 5. Sensitivity and speci�city for the 10 largest and s mallest datasets from a Weeder run over
all of RegulonDB at 200bp
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Figure 6. Performance of ANN-Spec (red), Glam (green), ELPH (yellow), and Weeder (blue) over yeast,
�y, mouse, human combined



the presence of orthologous information. Relative to most transcription factor motifs, Sigma factors contain many binding
locations and therefore have many upstream sequences. So this may also indicate that phylogenetic footprinting can be used to
overcome dif�culties associated with tests containing many upstream sequences. It is important to understand what obstacles
in the fundamental data parameters can be overcome with the phylogenetic footprinting approach and what problems will be
overwhelmed by the introduction of additional data. Additional data increases the complexity of the problem, and reduces
performance. This result indicates that motif tool pipelines will most likely beni�t if they can dynamically choose to employ
phylogenetic foot printing to increase performance in cases where the upstream data is most favorable to a footprinting
approach.

Figure 7. Sequence Logo representations for the SigB motif a nd predictions from AlignACE, ELPH,
and Gibbs (upstream labels the sequences as if they were just for one species, phylogenetic labels
the sequences where we have upstream sequences from orthalo gs inserted into the �le)

In this section we have illustrated three ways that MTAP can be used to evaluate motif prediction algorithms. First,
we showed how MTAP can be used to survey the limits of upstream�le size for a program. Then, we illustrated how
we can benchmark overall performance over multiple datasets via the ROC curve. Finally, we showed how MTAP can
integrate additional steps to traditional motif pipelines(in this case phylogenetic upstream sequences) to improve detection
performance.
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